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High-complexity MPSoC contain potentially processors with different instruction sets, processors with dif-
ferent instruction extensions suited for specific purposes, or even processors having radically different ar-
chitectures. To choose the right architecture for a given use, current design flows make extensive use of
simulation. However, running thousands lines of code on interpretive instruction set simulators is not possi-
ble because of the induced run-times. Therefore, the use of dynamic binary translation has been advocated to
accelerate the simulation of software in this context. Unfortunately, developing dynamic binary translators
is a tedious work. Due to the wide variety of instruction set architectures, automating this task is a must.
In this paper, we propose an innovative design flow to automatically generate dynamic binary translators
from high level architectural descriptions, and outline the challenges that this flow incurs.

1. INTRODUCTION
The current trend in devices dedicated to consumer applications is to embed more
and more processors. Several manycore architectures targeting this market have been
announced [Flamand 2009], and some are readily available [Bell et al. 2008; kal 2012].
These architectures feature quite different characteristics concerning the support for
heterogeneity and programming models, but they share this one thing: they provide
their end users virtual platforms to develop and validate software.

Simulating codes that execute on dozens or even hundreds of processors is a complex
issue, for which no single solution exists. However, it is clear that accuracy must be
trade-off for speed here, so the simulation environments must be at a high level of
abstraction. There are several alternatives for simulating software for MPSoC at the
transaction level [Pétrot et al. 2011], but when many processors are involved, the most
widespread approach that consists of instruction per instruction interpretation is out
of scope.

The dynamic binary translation (DBT) technology, originally developed for backward
software compatibility, has been introduced as a solution to accelerate software simula-
tion in the SoC context independently by [Montón et al. 2009] and [Gligor et al. 2009].
However, in the SoC domain, many ad-hoc processors or application specific proces-
sor extensions are being used, whereas the development of DBT based instruction set
simulators is quite demanding.

The idea behind this work is thus to define a design flow and develop the correspond-
ing tools for automatic MPSoC simulator generation. Given a high level description of
the target and the host processor, the design flow must be able to generate each stage
of the simulator. The simulation must be based on dynamic binary translation for high
performance, and must support complex processors and instruction sets like SIMD and
VLIW ones.

An overview of the proposed design flow is given in Figure 1
The target and host architectures are described with an Architecture Description

Language (ADL). This kind of languages allows to describe an architecture at differ-
ent levels of abstraction. Some high level ADLs will be used to generate simulators,
compiler backends, assembler, while others, lower levels ones, will be used to produce
the VHDL code of the processor.

This flow is made of four generation processes:

— IR gen. This part is in charge of generating an intermediate representation to be
used by the simulator during dynamic binary translation. It takes the target and
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Fig. 1. Simulator generation design flow

host descriptions as inputs to build the intermediate representation. The challenge
here is to be able to match instructions from the two architectures to create optimal
micro-operations with similar semantic. It raises interesting questions like having a
canonical intermediate representation as a starting point for the generation,

— decoder gen. This part produces the binary decoder for the target architecture.
Some instruction sets nowadays are non-trivial and cannot be represented easily.
They are sometimes called non-orthogonal instruction sets. Special care has to be
taken for this kind of instruction sets,

— translator gen. This part generates the target CPU simulator and the target to IR
translator. It takes the target description and the intermediate representation as
inputs. It generates a simulation model for the target CPU. The target CPU can be a
complex one, like a VLIW processor,

— codegen gen. This last part generates the backend of the simulator. This back-
end translates intermediate representation micro-operations into host instructions.
It takes the intermediate representation description and the host descriptions as in-
puts.

Because the development of such a flow is complex, we introduce an intermediate
flow, based on QEMU [Bellard 2005]. QEMU is an open source processor simulator
that uses dynamic binary translation techniques. It uses a simple intermediate repre-
sentation, made of micro-operations. This intermediate representation is quite simple,
similar to a basic RISC machine. The intermediate flow is given in Figure 2.

This flow uses the QEMU intermediate representation instead of generating its own.
Hence, the translator gen and codegen gen phases generates code that can be inte-
grated into QEMU. In particular, the translator gen phase generates code that, in turn,
generates QEMU micro-operations.

This paper is organized as follow. Section 2 motivates the use of an adapted IR and
gives some clues about its generation. Section 3 presents an algorithm for generating
efficient decoders of complex instruction sets. Section 4 gives an overview of translator
and processor simulation model generation. Finally, section 5 presents the backend
generation before concluding in section 6.
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Fig. 2. Simplified flow using QEMU framework

2. INTERMEDIATE REPRESENTATION GENERATION
Specific intermediate representation generation for a particular target/host pair is
something that can bring dramatic performance gain during the simulation. If the in-
termediate representation is adapted for the pair, the probability of finding one or few
micro operations for translating complex target instructions is high. Similarly, during
host code generation, the generator will likely be able to generate complex instruc-
tions. This is not possible if the intermediate representation is too simple and general,
like the QEMU one.

2.1. Preliminary work: QEMU IR specialization
To emphasize the performance gain, we did a preliminary work on the QEMU interme-
diate representation. We extended it with SIMD micro operations to be able to generate
SIMD instructions on the host[Michel et al. 2011].

In its standard version, QEMU is only able to generate simple instructions for the
host. This is mainly due to the characteristics of the QEMU IR. This one is very sim-
ple, similar to a basic RISC instruction set in terms of number of instructions and
instructions complexity. When QEMU generates code for the host, it uses only simple
instructions, corresponding to the simple micro-operations in the IR. Hence, the IR is
not able to represent complex instructions like SIMD ones. As a consequence, during
the target to IR translation, if QEMU encounters a complex instruction, it will either
split it into simple micro-operations, or will call a helper1 to emulate it.

The idea of this work was to extend the IR of QEMU with SIMD micro-operations.
This would allow QEMU to generate SIMD instructions on the host when it encounters
some in the simulated target code. One of the main challenge was to decide how to
extend the IR. We first studied several SIMD instruction sets (x86 MMX/SSE, ARM
Neon, PowerPC Altivec, SPARC VIS, . . . ). We extracted a set of equivalent behavior
instructions in the different instruction sets, and took it as a start for our new micro-
operations. This results in an intersection of the different SIMD instruction set. We
could have also considered the union of them, but we wanted to stick to the original
QEMU IR spirit. We actually did not take the exact intersection because in some cases,
some instructions missing in an instruction set were considered simple enough to be
put into our SIMD micro-operation set. It was the case for the 8-bit elements left shift

1A helper is a C function that can be called during execution of the generated host code to perform complex
tasks like emulating a non-trivial target instruction
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in a 256-bit vector. Although it exists for 16-bit, 32-bit and 64-bit elements, the 8-
bit element version is not present in MMX/SSE. However, SIMD instruction sets like
Neon, Altivec, etc., have this instruction. This is why we chose to include the 8-bit
elements left shift in our IR extension.

We implemented this solution in QEMU for the ARM/x86 target/host pair. The fig-
ure 3 depicts benchmarks results for three ARM Neon instruction. For each instruc-
tion, it shows the relative execution time compared to the original QEMU. The SIMD
instructions percent is the proportion of SIMD instruction in the benchmark. We can

Fig. 3. Relative execution time of enhanced QEMU version compared to the original one

see that when we have around 20% of SIMD instructions in a code, the simulation runs
from about 3 to 10 times faster than the original QEMU.

This preliminary work demonstrate the interest of having adapted intermediate rep-
resentation between the target and the host.

2.2. Intermediate representation generation afterthought
Due to the incomplete nature of this work, we will only give some general ideas about
the IR generation. One solution could be to start from a canonical intermediate repre-
sentation, very poor in term of number of micro operations, but sufficient to translate
everything. From this canonical IR, we could generate new micro operations being the
composition of simpler ones. This composition would be based on the matching of the
behavior description of a target and an host instruction. This would result in a micro
operation suited for the translation of the target instruction into host one.

Another solution could be to start from a very complete intermediate representation.
Then we could perform matching directly between an instruction and a micro operation
Of course, how to come up with this initial intermediate representation and how to
ensure that we will find our needs inside is part of future works.
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Table I.
Simple instruction set example

Instruction 7 6 5 4 3 2 1 0
A c v r0 0 0
C imm4 0 x 0 1
D imm4 1 x 0 1

Table II.
Extended instruction set example

Instruction 7 6 5 4 3 2 1 0
A c v r0 0 0
B 1 1 1 v r0 0 0
C imm4 0 x 0 1
D imm4 1 x 0 1

Table III.
Instruction set example

Instruction 7 6 5 4 3 2 1 0 Condition
A c v r0 0 0 c 6= 111

¬(v = 1 ∧ c 6= 000)
B 1 1 1 v r0 0 0
C imm4 0 x 0 1
D imm4 1 x 0 1

3. DECODER GENERATION
Even though the problem of building binary decoders exists for decades, to the best
of our knowledge, very few detailed works have been published. Some works like [Qin
and Malik 2003; Theiling 2001] uses the ternary representation {0, 1, -} to describe
the instructions. The - symbol stands for “don’t care”. To illustrate this point, we take
the instruction set example given in table I. With this representation, the instructions
given in the example would be (A, ------00), (C, ----0-01), (D, ----1-01).

For this simple instruction set, this representation is sufficient. However, today in-
struction sets tend to become more and more complex, mainly due to the fact that
ISA designers add new instructions while trying to keep backward compatibility. This
leads to non-orthogonal instruction sets, where every bits are in use. For example in
our previous instruction set, we can add a constraint on A saying that when c equals
to 111, the behavior is undefined. Then we can add the B instruction, filling this hole
in the instruction set. We can also add some constraints on different symbols. For ex-
ample, we can say for instruction A that if we have v equals to 1, then we must have
c equals to 000. The new version is given in table II. The ternary representation can
hardly catch these cases. Actually, most instruction decoders generators proceed by
enumerating each case where the instruction is valid, and then by sorting the result
so that an instruction in the list never encompasses an instruction that follows it. This
leads to very long descriptions, and generate inefficient decoders because in average
lots of tests need to be performed to identify an instruction.

In table III, we introduce a condition cell for each instruction to express these con-
straints.

3.1. Binary Decision Diagram
We propose to use the Binary Decision Diagram (BDD) data structure to characterize
instruction encodings in a more expressive way. BDDs aim at representing a boolean
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function in a convenient form [Bryant 1986]. A BDD is a rooted directed acyclic graph.
A node represents a variable of the function. Each node has two edges, one that consid-
ers the variables to be false, and another that considers it to be true. Two special ter-
minal nodes give the final answer on the function value. Once one of them is reached,
we know whether the function is true or false, and the path we took in the diagram to
arrive to this conclusion.

With this structure, the conditions of non-orthogonal instructions can be represented
more conveniently, i.e. without being exhaustive. Each instruction is represented by its
own BDD.

The algorithm takes all the BDDs and builds a decoding tree. At each level in the
tree, it splits the set of BDDs into subsets and perform a recursive call on these subsets.
The splitting strategy is based on the common bits in the BDDs that can be used to
discriminate the instructions at the current level. The decoding tree for the previous
example is given in Figure 4. The value in a node is the mask to apply on the opcode
being decoded. The result must be compared to the value on the edges. On equality,
the corresponding path must be followed. If no values match the masked opcode, then
this one is invalid.

From this decoding tree, we can generate code for the final decoder.

{A,B,C,D}
0x03

{A,B}
0x20

{A}
0x10

A

0x00

{A}
0xc0

A

0x00

0x10

0x00

{A,B}
0x40

{A}
0x10

A

0x00

0x00

{A,B}
0x80

A

0x00

B

0x80

0x40

0x20

0x00

{C,D}
0x08

C

0x00

D

0x08

0x01

Fig. 4. Resulting decoding tree

This algorithm generates decoders with good performance, comparable to and some-
times better than hand-written ones.

4. TRANSLATOR GENERATION
This process is in charge of generating the frontend of the simulator. It includes the
translation of target code into intermediate representation and the CPU simulation
model by itself.
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4.1. Translation generation
For the simplified flow presented in Figure 2, the translator generation is simple. It
consists of reading the target instruction behavior in the description, and converting
it into C code that will generate QEMU micro-operations.

However for the complete flow presented in Figure 1, we must perform matching be-
tween the target instruction behavior and one or several micro operations of the gen-
erated IR. Given the generated intermediate representation, we could add some hints
into the micro operations description to easily know how to translate an instruction.
Since the initial generation of the IR is based on the target and the host instructions,
we should keep the generation information into the micro operation so we know where
it comes from. This would simplify a lot the target to micro operation translation gen-
eration.

4.2. Target processor simulation model
To generate the simulation model of the target processor, we must consider the pro-
cessor particularities. For example, a classical RISC processor will be simple enough
in term of simulation model. The simulator will mainly have to maintain the registers
values and other internal states that matter for the simulation. However, if the tar-
get processor is a VLIW processor, things can become complicated. For example, some
VLIW processors have multiple cycles latencies on some of their instructions, because
the architecture does not have any bypass into their pipelines. As a consequence, one
will have to wait for the result to be computed before reading the result register. This
is why we need a general method to handle every kind of processor. VLIW processors
being the most complex case we found, we give a general strategy for handling them in
a dynamic binary translator, strategy that can be specialized if the target is simpler.

4.3. Dynamic binary translation of VLIW on scalar host
This work aims at finding a way to perform simulation of VLIW architectures on clas-
sical scalar host with dynamic binary translation techniques.

The main challenge of this work is the handling of the VLIW particularities during
the translation. In VLIW architectures, we can find the following particularities:

— Explicit instruction level parallelism. The processor is able to execute multiple
instructions at the same cycle. The assembly programmer or the compiler uses a
special syntax to indicate which instructions have to be executed in parallel. A set of
parallel instructions is called an execution packet. The listing 1 illustrates this with
an example of assembly code of the TI C6x VLIW architecture. The execute packets
are denoted with the || symbol.

— Neither stalls nor bypasses into the execution pipeline. Some VLIW proces-
sors do not handle hazards into their pipeline. As a consequence, the manufacturer
explicitly describes the instructions with their latency in the architecture manual.
The assembly programmer and the compiler have to take care of these latencies. The
listing 2 illustrates this point with some C6x assembly code. The mpy32 instruction
stores its results in register a3 and takes 3 cycles to execute. The first three add in-
structions read the a3 register. However, this register does not contains the result of
the mpy32 instruction yet. It still contains the old value of a3. But when the sub in-
struction reads it, the mpy32 instruction computation is over and the a3 register has
been updated with the result.

The classical DBT algorithm does not work when it comes to VLIW translation. The
listing 3 gives a translation example with the classical DBT algorithm. The C6x code
is translated into QEMU intermediate representation.
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Listing 1.
Execute packets example

1 ; C6x instruction ; Cyc
add .L1 a2, a1, a2 ; 1

3 || sub .D1 a1, a4, a6 ; 1
|| mpy32 .M1 a2, a1, a3 ; 1

5
ldw .D1 *-a0(4),a2 ; 2

7 || add .L1 a6, a2, a6 ; 2
|| b .S1 0xbeef ; 2

Listing 2.
Instruction latency example

; C6x instruction ; Cyc
2 mpy32 .M1 a2, a1, a3 ; 1

add .D1 a6, a3, a2 ; 2
4 add .L1 a2, a3, a2 ; 3

add .D1 a2, a3, a5 ; 4
6 sub .L1 a2, a3, a6 ; 5 <- mpy32 result available in a3

Listing 3.
Naive DBT of VLIW code

; IR operation ; original instruction ; Cyc
2 add_i32 a2, a2, a1 ; add .L1 a2, a1, a2 ; 1

sub_i32 a6, a1, a4 ; || sub .D1 a1, a4, a6 ; 1
4 mul_i32 a3, a2, a1 ; || mpy32 .M1 a2, a1, a3 ; 1 -- WAR violation

sub_i32 a3, a6, a3 ; sub .D1 a6, a3, a3 ; 2
6 add_i32 a4, a2, a3 ; add .L1 a2, a3, a4 ; 3

mul_i32 a5, a2, a3 ; mpy32 .M1 a2, a3, a5 ; 4
8 # nop 2 ; nop 2 ; 5,6

add_i32 a5, a2, a3 ; add .L1 a2, a3, a5 ; 7

As we can see on this example, the write-after-read (WAR) relation is violated be-
tween the first add and the first mpy32. Indeed, the mpy32 instruction is reading register
a2 but the add is overwriting it before. This is due to the fact that the micro-operations
execution is sequential.

To handle the instruction level parallelism, we introduce a renaming strategy on
the simulated target registers. Each time an instruction wants to write its result into
a register, the simulator provides a new replicate for this register, keeping the old
value for other needs.

The listing 4 is the same as the listing 3 except this time, the renaming strategy is
used on the simulated registers. The renaming is illustrated here with the n suffix, n
being the replicate number.

As we can see on this example, the renaming strategy resolves the WAR conflict
between the firsts add and mpy32. The add instruction writes its results into register
a2 1 while the mpy32 instruction can still read the old value a2 0.

The simulator must also take care of the delay of each instruction. On the listing 4,
we can see that the first mpy32 puts its result in the a3 1 register. However, this result
should not be available to the following sub, add and mpy32 instructions.

We just have to add the latency information into the simulator for the architecture
being simulated. The correct translation is given in listing 5.

We gave here the intuition of the solution, for a detailed description, we refer the
reader to [Michel et al. 2012].

5. CODE GENERATOR GENERATION
This process is in charge of generating the backend for the simulator. It includes
mainly the host code generation from the micro operations.
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Listing 4.
Single Assignment registers example

1 ; IR operation ; original instruction ; Cyc
add_i32 a2_1, a2_0, a1_0 ; add .L1 a2, a1, a2 ; 1

3 sub_i32 a6_1, a1_0, a4_0 ; || sub .D1 a1, a4, a6 ; 1
mul_i32 a3_1, a2_0, a1_0 ; || mpy32 .M1 a2, a1, a3 ; 1

5 sub_i32 a3_2, a6_1, a3_1 ; sub .D1 a6, a3, a3 ; 2
add_i32 a4_1, a2_1, a3_2 ; add .L1 a2, a3, a4 ; 3

7 mul_i32 a5_1, a2_1, a3_2 ; mpy32 .M1 a2, a3, a5 ; 4
# nop 2 ; nop 2 ; 5,6

9 add_i32 a5_2, a2_1, a3_2 ; add .L1 a2, a3, a5 ; 7

Listing 5.
Correct C6x to QEMU IR translation

1 ; IR operation ; original instruction ; Cyc
add_i32 a2_1, a2_0, a1_0 ; add .L1 a2, a1, a2 ; 1

3 sub_i32 a6_1, a1_0, a4_0 ; || sub .D1 a1, a4, a6 ; 1
mul_i32 a3_1, a2_0, a1_0 ; || mpy32 .M1 a2, a1, a3 ; 1

5 sub_i32 a3_2, a6_1, a3_0 ; sub .D1 a6, a3, a3 ; 2
add_i32 a4_1, a2_1, a3_2 ; add .L1 a2, a3, a4 ; 3

7 mul_i32 a5_1, a2_1, a3_1 ; mpy32 .M1 a2, a3, a5 ; 4
# nop 2 ; nop 2 ; 5,6

9 add_i32 a5_2, a2_1, a3_1 ; add .L1 a2, a3, a5 ; 7

Generation of host code emitter raises the same issues as the generation of the
translation phase as discussed in section 4. If the intermediate representation em-
beds enough information, the generation will be simplified since we will know which
micro operation correspond to which instructions.

However, this process involves other challenges like registers allocation on the host.
We must also take care of the operands origin. When a micro-operation reads a target
register, we must first fetch it from memory, and allocate a register for it. Also when
a value is written into a target register, the memory image should be refreshed. How-
ever, we must avoid unnecessary read and writes by doing pre-analysis on the micro
operations. If a target register is involved many times in a same translation block, we
should keep its value into an host register until the end of the block.

6. CONCLUSION
In this paper, we presented a design flow for generating efficient instruction set sim-
ulators based on dynamic binary translation. We presented the different parts of the
flow and motivated each one of them. This work is particularly useful in the SoC sim-
ulation context because it makes uses of a large variety of processors, thus making
the automatization of the generation a must. However the solutions we propose are
general enough to be usable for other purposes.

We focused here on IR modeling, instruction matching and simulation modeling.
Many other topics have to be covered to ensure an overall efficient environment, such
as register allocation in the simulator, translation cache management, and so on.

Our future research will focus on problems highlighted in this paper. We believe that
automatic generation of simulators can improve performance and dramatically reduce
the simulators development time and cost.
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