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Virtual machine (VM) implementations that target state-of-the-art embedded and desktop computers may
omit low-level optimizations for the sake of compile time and rely on hardware to compensate for this. As
these VMs are ported to embedded systems with less intricate micro-architectures, compiler optimizations,
such as scheduling, become relevant. Lacking the ability to reorder instructions in hardware, negatively
impacts overall performance and necessitates the availability of a low-overhead algorithm as part of code
generation in the VM.

On this subject, we describe how Scoreboard Scheduling can be integrated in the code generation stage
of a just-in-time (JIT) compiler. We begin by analyzing the scheduling potential specifically for the code
generated by the V8 JavaScript VM and go on to examine sources of overhead that need to be avoided
with regard to dynamic compilation. Ultimately we can report the encouraging result that our scheduling
approach is in fact feasible for JIT compilation and yields a speedup in generated code of up to six percent,
with the potential of higher gains after further fine tuning.
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1. INTRODUCTION
Performance optimization in the context of just-in-time compilation is inherently diffi-
cult. Any potential improvement in the quality of generated code needs to be weighed
against the overhead that it adds to compile time, which for a user waiting for a re-
sponse from the VM cannot be distinguished from runtime. Advanced algorithms used
for resource assignment and code transformation that play a key role in ahead-of-time
compilers cannot be simply adapted. Their computational complexity does not fit the
requirements of just-in-time code generation. Even less when the VM and compiler are
running on a resource constrained embedded system. Furthermore, these optimiza-
tions usually rely on an infrastructure of analyses and information about the code
being optimized that is not available in a VM with a small footprint.

In this light, we have examined the feasibility of adding a lightweight scheduling ap-
proach to an already highly optimized JavaScript VM, namely V8. We first needed to
examine whether the effort of implementing scheduling for our target platform would
be justified. We did so by profiling JavaScript applications and estimating performance
benefits using a scheduling simulator. The lessons we learned, details of our implemen-
tation and our current results are described in this paper.

In the following two sections, we briefly describe our target architecture and the
design of the JIT compiler environment, which we are working with. This is followed
by the main challenges we faced. We then describe how we addressed those challenges
and evaluate our results. Closing remarks and an overview of how to improve our
current implementation conclude this paper.

1.1. The SH-4 (SuperH) Architecture
Our target platform, the ST40-300 is an implementation of the Hitachi SuperH (SH-4)
architecture. Its in-order, dual-issue pipeline allows up to two 16-bit instructions to
be executed during one cycle for most instruction types. Explicit delay slots have to
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be filled after most branches. Sixteen 32-bit general registers are available in unpriv-
ileged mode. Also sixteen single-precision floating point registers, which can also be
addressed as eight double-precision registers. Instruction latencies, the longest exist
for branches, multiplies, loads and floating point operations, introduce dynamic stalls
if not being scheduled properly. With a sixteen bits encoding, the architecture is quite
limited regarding immediate ranges for load address and branches offsets. To com-
pensate for this, loads of immediate values through PC-relative addressing have to be
generated.

A code generator emitting trivially assembly patterns from a higher level instruction
flow outputs inefficient code due to unscheduled instructions, nop insertion in delay
slots, jumps over immediate constants interleaved with the instructions sequence.

1.2. The V8 JavaScript Engine
The V8 virtual machine follows a compile-only approach. In the absence of an inter-
preter, all code is compiled before execution. For this reason, its baseline JIT compiler
(known as Full-codegen) is designed to produce the lowest-possible overhead. While
visiting nodes in the abstract syntax tree, instructions are generated on-the-fly, with-
out an intermediate representation or optimizations that would require more than a
single pass. At the assembly level, executable code, relocation information, and a spe-
cial data structure that maintains links for branches between blocks are all emitted to
a target buffer at the same time.

A second level compiler named Crankshaft also exists (see Figure 1). Once sample
based profiling in V8 has identified a region worth optimizing. Since Crankshaft is
not available for the SH4 code generator at this time, it will not be further discussed
herein.

An important optimization for a dynamically typed language like JavaScript is inline
caching. It keeps track of dynamic lookups performed for objects and allows to store
their result directly at call sites, thus potentially saving future lookups. In V8, inline
caching is supported by both compilers and requires the modification of code, which
has been generated in a previous phase (backpatching).

1.3. Challenges
What follows below is a description of the main challenges that need to be addressed
when considering scheduling within V8.

Overhead. The balance between compilation overhead and efficiency of JIT-
compiled code is a central concern for our work. We need to account for the over-
head of the scheduling algorithm itself, but also the efficiency of all operations re-
lated to it. This includes the encoding of resource tables, which are queried during
scheduling, the storage of scheduling state, as well as any overhead from additional
indirections and bookkeeping caused by scheduling.
Backpatching. The practice of patching already emitted instructions needs to be
reconciled with scheduling. Otherwise, when instructions have been reordered,
backpatching may target the wrong code. Also, while instructions are being held
back by the scheduler any patching needs to be deferred too.
Scheduling API. To allow scheduling to be optional during code generation, we need
to maintain an interface that hides it from other parts of the compiler. This means
that only the lowest-level scheduler and assembly stage may have direct access to
the target buffer, other parts of the VM that expect to directly modify the instruction
stream must not interfere.

International Workshop on Dynamic Compilation Everywhere, January 2013.



A:3

Prototyping. Compared to a static compiler, our means of prototyping an optimiza-
tion within the V8 VM are limited. There is no intermediate representation or other
interfaces that can be used to analyze generated code. In V8, target instructions are
described in code directly, without use of any description that gets translated during
compiler compile-time. This makes it difficult to change the underlying encoding of
instructions and in our case resources.

2. IMPLEMENTATION
2.1. Scoreboard scheduling
Scoreboard based scheduling (also scoreboarding) has been predominantly imple-
mented in hardware to enable out-of-order execution. The use of a sliding window,
which works on the instructions most recently issued to the scheduler, guarantees a
static resource demand. In our context —the V8 virtual machine— we use scoreboard
scheduling at the assembly stage (all registers have been allocated at this point) to
compensate the lack of hardware scheduling in the SH4 architecture [SH4 ].

Compared to scheduling techniques found in ahead-of-time compilers, e.g. list
scheduling, scoreboard scheduling has much lower computational complexity, but is
also less effective in reducing schedule length.

Our implementation is based on the work described in [de Dinechin 2008]. We use
the same naming conventions for the algorithm’s sub routines and data structures.

Fig. 1: V8 Single-Pass and Optimizing Recompiler flows
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While we give a brief overview of the algorithm below, we refer the interested reader
to the description and example of scoreboard scheduling given there.

The scoreboard scheduling keeps track of register dependencies and hardware re-
sources within a time window of predefined length [window start, window start +
window size]. It works by assigning issue dates to instructions as these are dispatched
to the scheduler. The algorithm proceeds in the following three main steps:

(1) Find the earliest time dep date ≥ window start so that all dependencies (read-after-
write, write-after-read, write-after-write) of registers accessed or updated by the
instruction are satisfied. (try schedule)

(2) Find the earliest free slot issue date ≥ dep date where the resources required by
the instruction are available. (try schedule)

(3) Schedule the instruction by reserving its required resources at issue date and up-
dating the dependency records. (add schedule)

In case the resulting issue date is greater than window start + window size, the
window is shifted by issue date−window size. All instructions, which were previously
assigned to time slots that are now no longer within the window, are evicted from the
window and can no longer be reordered.

The entire state of the scoreboard scheduler is maintained by two data structures.
For all registers, an array of dependencerecords stores the latest time point in the
schedule, a register is read and written. Pseudo records are used for memory and
control dependencies. A resourcetable tracks scheduled resources, i.e. it represents the
availability of the issue and all functional units indexed by time slot. The number of
time slots is equal to the length of the window, so that resource conflicts can be checked
for the whole scheduling window.

2.2. Integration with V8’s single pass full-codegen
When scheduling is active, an instruction dispatched through the assembler interface
will be put into a reorder buffer, where it stays until its issue date assigned by the
scheduler is no longer in the range of the window and is emitted to the target buffer.
The length of the reorder buffer corresponds with the length of the scheduling window.

We were able to integrate scoreboard scheduling into V8’s code generator infras-
tructure without any major changes to its Assembler API. Thus, to 95% of the code
generator, scheduling happens transparently (see Figure 2b).

It is only at points where we want to (a) disable scheduling, and (b) write to or read
from the target buffer directly, that we must take care to perform a synchronization.
This requires that the schedule buffer is flushed completely.

While generating code, V8 stores program counter offsets to instructions in the tar-
get buffer, which it needs to refer to or patch at a later time. The on-the-fly creation
of relocation information, backpatching of constant pool loads, and the resolving of
branch targets all depend on this mechanism. An additional constraint is imposed by
the patching of instructions related to inline caching, which is performed during ex-
ecution. For this, it is required that certain atomic sequences of instructions must be
kept consecutive and in order.

With regard to scoreboard scheduling, possible solutions for both problems are either
to frequently flush the schedule buffer or maintain extra bookkeeping information.
The first option would mean to flush the scheduling window every time the use of a
program counter offset is required and at the begin of an atomic sequence. This would
have restricted scheduling freedom by drastically limiting the average window length.
For example, it would imply flushing for every load of an address, which is relocatable.
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(a) Default full-codegen (b) Full-codegen with scheduling

Fig. 2: V8 code generation flows

Since loads are important instructions to schedule, this naive approach would have
been clearly infeasible and a more flexible approach is required.

Instead of using the program counter offset, which in the domain of the scheduler
—while an instruction resides in the reorder buffer— is not available, to refer to pre-
viously dispatched instructions, an entry in the reorder buffer needs to be able to hold
the following information (in additional to the encoded instruction itself): (1) a list of
relocation information, (2) a constant, which cannot be encoded into the instruction
directly and must be loaded from a constant pool, and (3) a link from a label to a
branch or vice versa. When an instruction is flushed from the reorder buffer, this infor-
mation, together with its program counter offset that is now valid, is used to finalize
the instruction. An additional flag in the scheduler is responsible for not reordering
instructions within atomic sequences.

2.3. Managing Overhead
The total overhead we expect from scoreboard scheduling is made up of different com-
ponents:
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(1) The complexity of the scoreboard scheduling algorithm itself.
(2) How efficient we can encode resource information and subsequently update depen-

dency records and reservation tables.
(3) The overhead from bookkeeping, which is not required when instructions are writ-

ten to the target buffer directly.

The complexity (1) is linear to the number of instructions to be scheduled and
bounded by the constant length of the window.

To avoid a large sparse table, in which during try schedule and add schedule, an
instruction needs to look up the registers it reads and writes, as well as their stages, we
chose to update the dependency records from C++ code directly. Scheduling properties
commonly shared among instructions, like functional unit demand and dependency on
memory, are stored in a packed table. SH4 allows for an efficient encoding of resource
usage per time slot: only the issue unit needs to count instructions. All remaining
resources (LS, MUL, BR, and three floating-point units) are only available once and
can be represented by a single bit flag. Thus a byte-sized bit-mask is sufficient to check
for resource conflicts.

Maintaining extra information (constants, relocation information and branch tar-
gets) is part of the bookkeeping effort (3) that scheduling entails. The objects used for
bookkeeping can be optimized to have the lowest overhead for the most common type
of instruction. This means, reserving space for up to one constant and relocation en-
try per instruction, the most common case, but not for a label, since the number of
instructions that are branch targets is relatively low.

2.4. Tools and Automation
Having a machine-readable description of the SH4 instruction set, allowed us to pro-
grammatically generate parts of the assembler and scheduling backends. The informa-
tion provided for an instruction includes its encoding, resource usage and scheduling
constraints. The flexibility of generating the code that drives scheduling, was essential
for exploring different possibilities of encoding resource usage and finding an efficient
implementation.

Basic statistics, for example, the ratio between compile time and run time can be
measured using V8’s builtin profiler running directly on the target. But to understand
the properties of generated code and how it is executed, the profiler alone is not suffi-
cient. Adding instrumentation to the SH4 emulation in QEMU [Guillon 2011], allowed
us the collection of dynamic profiles for JIT-compiled code, which in turn enabled us to
do further off-line analysis and experiments that would have been much more difficult
to do inside V8.

With this setup we were able to simulate instruction scheduling on a basic block
basis for a prototype of the scoreboard scheduling algorithm and a simplified hard-
ware model. These estimates (see Table III, left column) combined with information
how JavaScript programs typically spend their time during execution (see Figure 3)
enabled us to calculate a maximum allowable slowdown factor. We learned that due
to short running programs in our benchmark set, scheduling must not slow down the
assembly phase more than six times to reach a break-even point (slower compilation
versus faster execution) for all benchmarks.

3. EXPERIMENTAL EVALUATION
3.1. Analyzing V8 JavaScript Execution
For all testing and evaluation purposes we use the V8 benchmark suite version 7.
The eight benchmarks included in it vary in their total runtime but also where exe-
cution time is spent. This can be seen in Figure 3, which represents profiling of the
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benchmarks on SH4. The programs on average spend roughly 50 times more time in
JIT-compiled code (JS in the graphic) than it takes to compile that code (Compila-
tion). Without scoreboard scheduling, the assembly stage is responsible for 21% of the
compilation effort. V8 supports compiling regular expressions to native code, but since
this feature is currently in conflict with the scheduler, we had to disable it. For this
reason though, the (regexp) benchmark is spending most of its time in functions of
the VM runtime environment. In another benchmark (splay), garbage collection (GC)
outweighs execution, which is inherent to the program and not related to our changes.
This benchmark, as well as the short-running deltablue and richards, are least likely
to show an overall benefit from scheduling.

3.2. Impact of Scoreboard Scheduling on Compile Time
Before fully integrating the scheduler into V8, we measured the overhead of score-
board scheduling alone. Table I lists the slowdown from scoreboard scheduling as a
multiplicative factor. The total execution time of the benchmarks was measured with
and without scheduling enabled. The slowdown in the assembly phase is estimated
based on the results of Section 3.1. While these numbers do not include all of the book-
keeping overhead required, they are a good indicator that the average case complexity
of scoreboard scheduling, we perceive in V8, does not rule out the possibility of a net
execution time speedup.

3.3. Speedup Due to Scoreboard Scheduling
In Table II the benefit of scoreboard scheduling for JIT-compiled JavaScript code can
be seen. To separate its execution time on the target from the rest of the VM, we
again took measurements using V8’s builtin profiling. Speedup due to the reduction
of schedule length, has been measured as high as 6.6% (crypto) and around 3% on
average. The negative impact of scheduling on the regexp benchmark is within the
variance that the sample-based profiling yields.

Also in Table II are the total VM runtimes given with and without scheduling be-
ing active. These measurements currently show a performance regression on average
across all benchmarks. This can be partly explained by our implementation, which
is not yet optimized regarding the bookkeeping that scheduling in V8 requires. Thus,
this overhead cancels out any benefit from shorter schedules realized by the scoreboard
scheduler in all but one case, navier-stokes, which is the second longest running one.
We also known from Section 3.1 that the short running benchmarks (e.g. deltablue,
richards) are not likely to benefit from scheduling due to their high amount of time
spent during compilation in relation to JIT-code execution.

3.4. Evaluation of Scheduling Estimates
Finally, we are also able to check whether the estimated scheduling speedup (see Sec-
tion 2.4) aligns with the measurements from the previous section. As can be seen in
Table III, the results generally validate our estimation approach. Except for one outlier
at 7% the mean absolute deviation is less than one percent.

4. CONCLUSIONS AND OUTLOOK
We described in this paper, how scoreboard scheduling can improve performance in
a JIT compiler targeting a dual-issue in-order embedded architecture. Scoreboard
scheduling as integrated into V8 by us, does not impose design changes or extra passes
in the code generation framework. As expected runtime overhead is a major issue, but
it can be managed by an efficient layout of data structures that favors the most fre-
quently scheduled instructions. On a set of representative benchmarks we achieve a
speedup in compiled code of up to 6.6% (3.1% on average). Due to its increase in com-
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Fig. 3: Breakdown of execution time spent on SH4 (without scheduling)

Table I: Execution time increase from overhead of scoreboard scheduling (lower slow-
down factor is better, Assembler slowdown estimated)

Benchmark Total Assembler*

crypto 1.015 6.561
deltablue 1.116 3.952
earley-boyer 1.031 5.310
navier-stokes 1.008 6.870
raytrace 1.012 4.110
regexp 1.039 11.506
richards 1.152 7.609
splay 1.062 6.870

Mean 1.053 6.253

Table II: V8 speedup with scoreboard scheduling (higher speedup is better)
Total VM Execution (seconds) Compiled JS Code (prof. ticks)

Benchmark Unscheduled Scheduled Speedup (%) Unscheduled Scheduled Speedup (%)

crypto 42.7100 42.7600 −0.117 11,501 11,288 1.887
deltablue 3.5733 4.0400 −11.551 729 684 6.579
earley-boyer 20.6200 20.7733 −0.738 5,115 4,926 3.837
navier-stokes 63.8167 61.7433 3.358 16,351 15,629 4.620
raytrace 24.2767 24.5767 −1.221 5,314 5,063 4.958
regexp 68.0833 68.9067 −1.195 4,103 4,134 −0.750
richards 2.5233 2.9267 −13.781 491 479 2.505
splay 7.9400 8.5533 −7.171 625 616 1.461

Mean −4.224 3.114
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Table III: Schedule speedup off-line estimation versus actual speedup
Benchmark Estimation (%) Measured (%) Difference (%)

crypto 2.808 1.887 −0.921
deltablue 6.595 6.579 −0.016
earley-boyer 5.249 3.837 −1.412
navier-stokes 2.924 4.620 1.696
raytrace 6.779 4.958 −1.821
richards 3.241 2.505 −0.736
splay 8.625 1.461 −7.164

pile time, our unoptimized implementation is not yet able to reach the break even point
when the total runtime of the VM is considered. Short running programs pay the most
penalty from slower VM startup and do not benefit enough from shortened schedules
in compensation.

Optimizing runtime efficiency of our scoreboard scheduling implementation is of the
foremost concern at this time. Also, improved layout of the scheduler’s data struc-
tures, as well as restricting the reorder buffer to the relatively small window length
required for the short blocks produced by V8 could reduce memory demand and fur-
ther decrease overhead. It will, however, be hard to gain a total runtime benefit for
short-running programs. In these cases we cannot afford the overhead of scheduling
all code that is being generated. We see various ways to overcome this problem: (1)
selective use of scheduling and (2) taking advantage of pre-compiled code for non user-
defined JavaScript (i.e. library code) in order to unburden VM startup. Either a second
level compiler that only targets hot spots in a program, or simple heuristics that avoid
scheduling overhead for trivial (small) regions of code, can be used for (1). The heap
snapshot feature that exists in V8 is a possible solution for (2), which we have not
evaluated so far.
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